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Abstract----To scale the delivery of massive volumes of 

videos, various new network architectures with 

optimizations for content-intensive applications have been 

proposed, such as information-centric networking (ICN) 

and others as surveyed. Among these proposals, one natural 

trend is to leverage in-network caching, i.e., storing the 

content in advanced network devices like cache-enabled 

routers. This paper proposed a novel networked system for 

efficient encrypted video delivery while preserving the 

benefits of in-network caching. As video chunks are 

encrypted before distribution, we first design a compact, 

efficient, yet encrypted video fingerprint index to empower 

the network with a fully controlled capability of locating the 

cached encrypted chunks for given encrypted requests. We 

then explain how to deploy the encrypted design in our 

proposed architecture, and present a secure redundancy 

elimination protocol to enable fast video delivery via 

leveraging cached encrypted chunks. Meanwhile, the 

proposed encrypted index and the secure RE protocol can 

flexibly work for encrypted data with different size 

granularity. 
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1. INTRODUCTION  
 In the emerging research topic of what we will call 
information-centric networking (ICN), many recent papers 
and research efforts have noted that we should move the 
Internet away from its current reliance on purely point-to-
point primitives and, to this end, have proposed detailed 
designs that make the Internet more data-oriented or content-
centric. Among these proposals, one natural trend is to 
leverage in- network caching, i.e., storing the content in 
advanced network devices like cache-enabled routers. The 
related benefits, like efficient and scalable content 
distribution, redundant network traffic elimination, etc., are 
well understood in the literature. Despite being promising, in-
network content caching would also raise new security and 
privacy concerns, due to the increasingly untrusted networked 
environments where the network caching devices are not 
necessarily in the same trusted domain as the content users or 
under the full control of content providers. For users, it is 
crucial to ensure their private data, like video access history, 

subscription details, or even personal videos, not to be 
exposed unwillingly. For content providers, strong protection 
against unauthorized content access or copyright infringement 
is a commercial imperative. We note that directly encrypting 
the videos before distribution does not address the issues 
completely. It would diminish the benefits of in-network 
caching by preventing the cache enabled routers from 
accessing the data they need to inspect for their job. 
Encrypted protocols that secure end-to-end transmission 
channels, like HTTPS, are also not satisfying in fully 
leveraging the complete benefits of in-network caching.  

Solutions that resort to decrypting the traffic 
somewhere in the middle, e.g., public caches in CDNs, would 
fall short of guaranteeing the end-to-end security vulnerable 
to the possible man-in-the-middle attacks. In order to address 
the aforementioned limitations and challenges, in this paper 
we propose and implement a new networked system that aims 
for secure and efficient encrypted video delivery while 
preserving the benefits of encrypted in network caching. The 
proposed designs are presented via a systematic integration of 
emerging network architectures for content intensive 
applications, cryptographic building blocks, novel encrypted 
data structures, and secure and practical network protocols. 
Similar to existing standards of adaptive video delivery, like 
DASH, our system first segments the video files into smaller 
chunks. But for confidentiality, all video chunks are encrypted 
before distribution and remain in encrypted forms during their 
lifetime in cache-enabled network devices.  

We use content fingerprints for chunk identification, 
and propose an encrypted fingerprint index to empower the 
network with a fully-controlled capability of securely locating 
and leveraging the cached encrypted chunks for efficient 

video delivery. The proposed encrypted index achieves both 
security and efficiency. It follows the practical cryptographic 
framework called searchable symmetric encryption but also 
incorporates the latest design philosophy from high 

performance in-memory indexing. Different from prior arts, 
this new encrypted design is built from the ground up, and 
achieves optimal secure processing time, secure dynamic 
update, high throughput, and low memory consumption with 
high load factors, simultaneously. 
 

In our proposed architecture, we deploy the 
encrypted index on a bunch of semi-trusted in-network 
request handlers, which serve as network middle boxes to 
locate and manage the encrypted in-network caches upon 
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encrypted requests for video applications. Under such 
settings, we give a carefully designed protocol for secure 

redundancy elimination (RE), a crucial functionality for high 
performance video delivery, which can be instantiated over 
cached encrypted chunks. Specifically, the proposed protocol 
ensures that without a secure token generated from a valid 
fingerprint, the entire network learns nothing about video 

content or the fingerprints. 
 

For further practical considerations, we also show 
how our system functions compatibly with known cache 

management strategies inherently supports adaptive video 

delivery and readily provides fine-grained access control 
restrictions for encrypted video distribution. We emphasize 

that the proposed system is not limited to secure and efficient 
video delivery. It can be applied for general content delivery 

with strong data protection, e.g., documents, music, images, 

etc. It also fits in the generic contexts of semi-trusted network 
middle boxes, which could be offered as a “service” by 

untrusted public cloud. Meanwhile, the proposed encrypted 

index and the secure RE protocol can flexibly work for 
encrypted data with different size granularity. 

 

2. SECURITY OVERVIEW 
 

In order to scale with the increasing amount of video 

traffic, modern network architectures leverage a core 
technique called in-network caching. Content is stored in the 
cache-enabled network devices, and then forwarded based on 
users’ requests. We consider a scenario that some video 
content provider would like to leverage the benefits of in-

network caching to eliminate the redundant network traffic 
and improve the overall efficiency. As mentioned, distributing 
video content directly to the vulnerable network will easily 
violate user privacy and video copyright. Next, we will 

describe the threats in this section, and state our security goals 
for the proposed system. 

 

2.1 Threat Assumptions  
In this paper, we focus on the semi-honest adversary 

model, and consider the threats primarily coming from two 
dimensions. The first threat is introduced by the new 

functionality at routers in future network architectures. For 
instances, the cache-enabled routers with computing and 

storage abilities may expose a much large attack surface than 

traditional routers [10]. Once they are hacked, the cached 
content is directly exposed. The adversary can not only 

eavesdrop on users’ request histories, but also commit video 

piracy. The second threat comes from the network 
infrastructure. It is usually operated by Internet service 

providers (ISPs) or other third party CDN providers. While 
dutifully delivering the network services, those service 

providers or the network administrators inside may also be 

interested in the video content and the user privacy. 

Therefore, they are not necessarily in the same trusted domain 

as the users or the video content providers. 
 

We consider that the video content providers are 
trustworthy. All the communication channels are encrypted 
and authenticated. We also assume that the users are 
legitimate if they follow the registration and authentication 
process. Traditional copyright protection like digital 

watermarking can still be employed to trace the users against 
privacy. Currently, we emphasize on the protection of video 
confidentiality and the counter measure of unauthorized 
access, and thus the topics on regular network threats like 

DDoS, video integrity, and content flow verification are not 
our focus. 

2.2 Security Guarantees  
Our system is designed to leverage the encrypted in-

network caching for video delivery without compromising the 
confidentiality of the video content or other sensitive 
information, e.g., video fingerprints, video names, and so on. 
To ensure strong protection, the video content or chunks 
remain in encrypted forms during their lifetime in the 
network.  

As mentioned, our core underlying technique is an 

encrypted fingerprint index for secure RE support. It should 
achieve the security strength in such a way that: 1) Without a 
controlled capability, i.e., a secure and valid fingerprint token, 
the adversary cannot get any useful information about video 
content and fingerprints. 2) Processing a secure token over the 

encrypted index reveals at most the chunk pseudonyms of the 
requested video, and no other information. In particular, the 
security strength in our system should be precisely captured, 
the formal security analysis should be presented. 
 

3. OUR PROPOSED SYSTEM 
 

In our proposed architecture, we deploy the 

encrypted index on a bunch of semi-trusted in-network 
request handlers, which serve as network middle boxes to 

locate and manage the encrypted in-network caches upon 

encrypted requests for video applications. Under such 
settings, we give a carefully designed protocol for secure 

redundancy elimination (RE), a crucial functionality for high 

performance video delivery, which can be instantiated over 
cached encrypted chunks. Specifically, the proposed protocol 

ensures that without a secure token generated from a valid 

fingerprint, the entire network learns nothing about video 
content or the fingerprints. For further practical 

considerations, we also show how our system functions 
compatibly with known cache management strategies 

inherently supports adaptive video delivery and readily 

provides fine-grained access control restrictions for encrypted 
video distribution. 

 We emphasize that the proposed system is not 

limited to secure and efficient video delivery. It can be 
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applied for general content delivery with strong data 

protection, e.g., documents, music, images, etc. It also fits in 
the generic contexts of semi-trusted network middle boxes, 

which could be offered as a “service” by untrusted public 

cloud. To leverage encrypted in-network caching, we then 
design an encrypted fingerprint index, and propose a secure 

RE protocol to identify and locate the encrypted chunks with 
a controlled capability. As a result, the users can securely 

obtain the videos from cache-enabled routers to avoid 

redundant transmission from video application servers. 
Meanwhile, we show that our design works compatible with 

existing caching management policies, and further introduce 

secure dynamic operations for video addition and deletion. 
For practical considerations, our system also supports 

adaptive video delivery and fine-grained access control 
restrictions for encrypted video chunks. As explained, directly 

applying standard encryption techniques for video chunks 

does not leverage the full benefits of in-network caching. 
Thus, we need to provision the network the capability to 

securely identify exactly the encrypted chunks of the 

requested videos. 

We note that in content-based RE, the in-network 

caches are identified, addressed, and matched by the content 

fingerprints. Thus, for security, we need to design an 

encrypted fingerprint index, which should only be accessed 

by given secure tokens in a controlled manner, and should not 

leak any sensitive information about video content or 

fingerprints. For that purpose, we follow the security 

framework of searchable symmetric encryption (SSE) 

However, designing such an encrypted index faces the 

challenges on achieving both security and efficiency. First, 

the request handler may deal with the encrypted requests for a 

large number of users at the same time. Thus, the encrypted 

index should be able to achieve optimal process time O(1) 

with low latency, and further support parallel request 

processing, and good throughput. Second, the video content 

providers may have a large number of videos, which demand 

the encrypted index to hold at least millions of chunks’ 

pseudonyms while fitting into the physical memory in the 

request handler. Moreover, the request handler is likely to 

store several indexes for different content providers. Thus, it 

is desirable to have a space efficient encrypted index. 

Unfortunately, most of existing SSE based indexes do not 

consider these stringent requirements simultaneously. 

Design rationale: Our encrypted index design targets 

on parallel processing with millisecond latency, high 

throughput, low space consumption, and superior load factors. 

To ensure the security while pursuing time and space 

efficiency, we propose to borrow the design philosophy from 

the high performance index and seek to incorporate them into 

the security framework of searchable encryption. Our design 

inherits the merit from a high performance hashing algorithm 

called cuckoo hashing, which is known to allow the already 

inserted items to be moved among two hash tables for high 

occupancy. Besides, cuckoo hashing is a variant of multiple 

choice hashing, which naturally provides parallel lookup and 

with constant worst case time complexity. We further observe 

by constructing each bucket with a tunable number of entries, 

the movement operations in cuckoo hashing can be further 

reduced for better robustness, i.e., avoiding endless 

movement. For security guarantees, we choose to perform 

each item insertion in a random fashion by using pseudo-

random function (PRF); that is, the video fingerprint and the 

sequence of the chunk are used as the inputs of PRFs to seek 

available buckets for each item. 
Moreover, we must encrypt all the buckets so that 

the request handler cannot have any useful information from 

the encrypted index. To compact the index size, our designed 
index only stores the chunk pseudonyms (pyns). By encoding 

the fingerprint into a random mask to encrypt the pyn, we do 

not have to separately store the fingerprint and save index 
space. The proposed secure RE protocol is depicted. Two 

typical work flows are involved. The first is to deal with the 
cold start, where no chunk is cached in the network at first. In 

this case, our system can gradually place the chunks into the 

cache-enabled routers along the path from the video 
application servers to the user, similar to known cache 

placement. The second is to leverage the encrypted chunks 

which are already cached in the network for video delivery. 
In our presentation, we utilize a push-based protocol, 

which is widely adopted though the pull-based video delivery 
can be also supported. Our system works compatibly with 

known cache management policies for content placement and 

eviction. Similar to the treatment in the plaintext domain, our 
design uses the unique pyn for chunk addressing and 

placement. But our encrypted index protects the relations 

between the chunk pyns and the videos. Even if the request 
handler is hacked, no useful information is disclosed. Besides, 

the security notion of SSE assumes that the file identifier in 
the encrypted index can be used to locate exactly the file 

cipher text and does not reveal the underlying content. 
 
Advantages 
 

 The performance of encrypted DASH videos to show 
the system feasibility in existing media streaming 
standards. 

 The decryption takes less time than the encryption, 
because we use the AES-CBC model. 

 This system provide End – to – End security. 

 

3.1 System overview 

 
Fig. 1 illustrates our proposed system architecture. It 

consists of user request, finger print Index, Application 
server, encrypted chunks, and request handler. 
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3.1.1 Video application servers 
 
They are the on premise servers of video applications such as 
video aggregators (e.g., Youtube) and video streaming 
providers (e.g., Netflix). They deal with user authentication 
and key management, and encrypt all the video chunks before 
distribution. 
 
 

 

  
 

 

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Fig. 1: System Architecture 

 
3.1.2 Request handlers:  
 
 They can be dedicated servers, or network middle 
boxes with computing and storage abilities [16], which 
identify, locate, and manage the in-network chunks. In our 
system, those distributed request handlers are assumed to be 
semi-honest. They are interested in video content and 
fingerprints, but dutifully maintain the encrypted fingerprint 
index, and process secure requests. In practice, a request 
dispatcher may be required to distribute the incoming requests 
to different request handlers [24]. For simplicity, we consider 
the dispatcher as a single logic unit, and focus on how one 
request handler processes the request. 
 
3.1.3. Cache-enabled routers: 
 
 Cache-enabled routers are the network devices that 
are able to store, match, and forward content [3], [4], e.g. 
Commercial cache-enabled router Cisco ASR 9000 [5]. In this 
paper, we use the terms “routers”, “caches”, and “in-network 

store” interchangeably to refer to the cached-enabled routers. 
In our system, they cache encrypted video chunks, where each 
chunk is associated with a unique pseudonym. 
 
3.1.4 Users:  
 
 Users are video consumers who have legitimate 
private keys to decrypt the videos. They pay video content 
providers for authorized video access. From a high level point 
of view, our networked system includes the following 
procedures to provide secure and efficient video delivery via 
encrypted in-network caching. Initially, the application server 
builds an encrypted fingerprint index for the request handler, 
which stores encrypted pseudonyms of video chunks. When 
the application server receives a user request, it will generate 
a secure token from the fingerprint of the requested video and 
send it to the request handler. Upon receiving the token, the 
request handler processes it over the encrypted index, and 
obtains the pseudonyms of encrypted chunks. In addition, the 
request handler maintains the innetwork distribution of 
encrypted chunks for fast routing. If those chunks are not 
cached in the network yet, the application server will directly 
distribute them via the network to the user. Those chunks will 
be simultaneously cached at routers through any known cache 
placement strategies [6], [7], e.g., default-onpath or 
probabilistic caching. Otherwise, the request handler will 
locate the targeted chunks, and facilitate the routers to send 
them to the user. We note that segmenting the content into 
chunks is compatible with many multimedia applications for 
efficient delivery [17], [21]. Our system treats the content 
fingerprint as a unique and global identifier to associate the 
related chunks privately in the encrypted fingerprint index. 
Besides, our system can function compatibly on top of various 
data encryption schemes, e.g., standard encryption (AES), 
access control enforced encryption, e.g., attributed-based 
encryption [25] and broadcast encryption [12], or even 
encryption for secure deduplication [26]. Those schemes can 
be naturally adopted in our proposed framework to enable 
more rich features. 

 

3.2 System Initialization  
For the potential support of adaptive video delivery, 

our system first segments all the videos into smaller chunks in 
terms of bitrate, resolution, and time duration, just like DASH 
[17], [27]. Before they are distributed to the network, the 
application servers will generate encryption keys for different 
videos, and encrypt the chunks. 

 
Challenges: As explained, directly applying standard 

encryption techniques for video chunks does not leverage the 

full benefits of in-network caching. Thus, we need to 
provision the network the capability to securely identify 

exactly the encrypted chunks of the requested videos. We note 
that in content-based RE, the in-network caches are identified, 
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addressed, and matched by the content fingerprints [3], [7]. 

Thus, for security, we need to design an encrypted fingerprint 
index, which should only be accessed by given secure tokens 

in a controlled manner, and should not leak any sensitive 

information about video content or fingerprints. For that 
purpose, we follow the security framework of searchable 

symmetric encryption (SSE) [18], [19]. However, designing 
such an encrypted index faces the challenges on achieving 

both security and efficiency. 
 First, the request handler may deal with the 
encrypted requests for a large number of users at the same 
time. Thus, the encrypted index should be able to achieve 
optimal process time O (1) with low latency, and further 
support parallel request processing, and good throughput. 
Second, the video content providers may have a large number 
of videos, which demand the encrypted index to hold at least 
millions of chunks’ pseudonyms while fitting into the 
physical memory in the request handler. 
 Moreover, the request handler is likely to store 
several indexes for different content providers. Thus, it is 
desirable to have a space efficient encrypted index. 
Unfortunately, most of existing SSE based indexes do not 
consider these stringent requirements simultaneously. 

 

3.2.1 Design rationale 
 

  Our encrypted index design targets on parallel 

processing with millisecond latency, high throughput, low 
space consumption, and superior load factors. To ensure the 

security while pursuing time and space efficiency, we propose 
to borrow the design philosophy from the high performance 

index [20], [28], and seek to incorporate them into the 

security framework of searchable encryption [18], [19]. Our 
design inherits the merit from a high performance hashing 

algorithm called cuckoo hashing [28], which is known to 

allow the already inserted items to be moved among two hash 
tables for high occupancy. Besides, cuckoo hashing is a 

variant of multiple choice hashing, which naturally provides 
parallel lookup and with constant worst case time complexity. 

We further observe by constructing each bucket with a 

tunable number of entries, the movement operations in 
cuckoo hashing can be further reduced for better robustness, 

i.e., avoiding endless movement [20]. 
 

For security guarantees, we choose to perform each 
item insertion in a random fashion by using pseudo-random 
function (PRF); that is, the video fingerprint and the sequence 
of the chunk are used as the inputs of PRFs to seek available 

buckets for each item. Moreover, we must encrypt all the 
buckets so that the request handler cannot have any useful 
information from the encrypted index. To compact the index 
size, our designed index only stores the chunk pseudonyms 

(pyns). By encoding the fingerprint into a random mask to 

encrypt the pyn, we do not have to separately store the 
fingerprint and save index space. 

 
3.2.2 Encrypted index construction 
 
 The algorithm for building the encrypted index is 
shown in Algorithm 1. The video application server will first 

define the load factor denoted as T, the number of entries in 
each bucket denoted as b, and the allowed maximum number 
of movement operations for an insertion denoted as 
MaxMove. Based on the total number of encrypted video 

chunks n, two hash tables T1 and T2 are allocated with same 
capacity d n 2b_ e. Besides, private keys Kf ;Kr and Ke are 
generated, and different PRFs F1; F2; P1; P2;H1 and H2 are 
selected. The build process includes two procedures, i.e., 
Insert and Encrypt. For a video v with total m chunks, 

inserting the jth chunk contains the following steps: 

 
 
1) Compute the video fingerprint f, and generate a secure 
token t via F1(Kf ; f) for the protection of f;  
2) Compute P1(t; j) to obtain the bucket offset i1 in T1, and 
compute P2(t; i1) _ i1 to obtain another offset i2 in T2;  
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3) Place pyn in one of b entries in T1[i1] or T2[i2], if there 
exists an empty entry;  
4) If there is no empty entry, adopt the action of data 
movement in cuckoo hashing, starting from line 9 of 
Algorithm 1.Randomly select one of the occupied entries in 
Tk[ik] in the above two buckets, and swap pyn0 inside with 
current pyn. Compute P2(t; i1) _ ik to have the offset i0 in 
another hash table to get a new entry for pyn0. Such 
movement will not stop until one empty entry can be found.  
In practice, one may set a threshold MaxMove to limit the 
trials of the movement for each insertion to avoid an endless 
loop [20]. And if the insertion fails, the rehash will be 
invoked [28], where all the pyns will be inserted again with 
fresh parameters. A less aggressive load factor will highly 
reduce the probability of rehash. We  note that increasing the 
number of entries b per bucket can reduce the trials of the 
movement, but it also increases the time cost of processing 
the buckets, shown later in the evaluation in Section V.  

The Encrypt procedure securely encodes the 
fingerprints into random masks for index encryption. It 
contains the following steps to encrypt all the entries: 
1) For each entry, if it is not empty, concatenate pyn with a 
check flag f0g_, and encrypt it by XORing a random mask via 
H1(r; j), where r is computed via F2(Kr; f);  
2) If it is empty, insert random padding, i.e., H2(Ke; ijjk), 
where denotes the empty entry, i is the bucket offset, and k is 
the entry offset. 

Note that we store the check flag in each entry for 

correctness. Generally, PRF is implemented in keyed 

cryptographic hash functions, e.g., HMAC-SHA1. As a result, 
the output of PRF should be mapped to a much smaller range, 

i.e., the capacity of the hash table. The above mapping can be 

realized by a weak hash function in practice. Thus, the pyns 
with different fingerprints would be stored in the entries of the 

same bucket. By using the flag, the correctness of subsequent 
index access can be achieved without storing the fingerprint 

ciphertext separately. For the empty entries, we make them 

indistinguishable from occupied buckets via random padding. 
After the encrypted index is built, it will be sent to the request 

handler. Because it is fully encrypted, the request handler only 

knows the size of the index, and no other information. 

 

3.3 Secure and Efficient Video Delivery 
Based on the encrypted index, we propose a secure 

RE protocol for video delivery that leverages the encrypted in 
network caching without knowing the underlying content. 

 

Overview: The proposed secure RE protocol is depicted in 
Fig. 2. Two typical work flows are involved. The first is to 
deal with the cold start, where no chunk is cached in the 
network at first. In this case, our system can gradually place 
the chunks into the cache-enabled routers along the path from 
the video application servers to the user, similar to known 
cache placement [6], [7]. The second is to leverage the 

encrypted chunks which are already cached in the network for 
video delivery. In our presentation, we utilize a push-based 
protocol, which is widely adopted [6], [7], [29], though the 
pull-based video delivery can be also supported.  
 We note that our protocol presents the core data flow 
of the secure RE protocol. The cache placement strategies, the 
cache design, we present the details in Algorithm 2. 
 

 
 
 
Explicitly, the application server generates the secure token (t; 
r) from the fingerprint f via F1(Kf ; f) and F2(kr; f). Then the 
request handler will process (t; r) as follows:  
1) Upon receiving t and the number of chunks m, compute 
the bucket offsets in both hash tables T1 and T2 for each 
chunk, i.e., P1(t; j) for offset i1 and P2(t; i1)_i1 for offset i2, 
where j is from 1 to m;  
2) Process the entries in T1[i1] and T2[i2] one by one, i.e., 
unmasking the entry via H1(r; j). If the check tag is f0g_, the 
recovered chunk pyn is the correct result, while pyns in other 
entries are still protected.  
 Here, each bucket is encrypted with a random mask 

H1(r; j), where r is securely encoded with the fingerprint f. 
The benefits of such design are two-fold. The first is to ensure 
the correctness such that only when the chunk belongs to the 
video, the entry can be decrypted, i.e., the check flag is equal 
to zero. The second benefit is to further reduce the size of the 

index without separately storing the fingerprints. Remark on 
the request handler: The request handler only performs light-
weight operations for chunk identification and addressing, and 
does not deal with the content flows. As shown in our 

experiment later, one single commodity server as the request 
handler can identify over 1:6_107 chunks per second. 
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Our design requires the request handler to maintain the 
mapping between the chunk pseudonym and the cache 
addresses in an addressing table. Such full-mirror knowledge 
is helpful to fast decide the routing and optimize the cache 
placement [8],  
[30], [31]. In practice, this table can be deployed in any high 
performance data store. More detailed analysis will be shown 
in Section V. Moreover, the performance and the reliability 
can further be improved by deploying distributed request 
handlers. Existing dispatch and replication mechanisms can 
be utilized to balance the workloads and ensure the data 
consistency [24]. Therefore, the request handler will not be 
the performance bottleneck in our system. 
 

3.4 Encrypted dynamic cache management 

 To support encrypted video distribution and delivery 
in real world applications, our security designs provide 
encrypted cache placement and eviction similar to cache 
management in the plaintext domain. Besides, we propose 

secure dynamic operations regarding video addition and 
deletion. Encrypted cache placement and eviction: Our system 
works compatibly with known cache management policies for 
content placement and eviction [6]–[9]. Similar to the 

treatment in the plaintext domain, our design uses the unique 
pyn for chunk addressing and placement. But our encrypted 
index protects the relations between the chunk pyns and the 
videos. Even if the request handler is hacked, no useful 

information is disclosed. Besides, the security notion of SSE 
assumes that the file identifier in the encrypted index can be 
used to locate exactly the file ciphertext and does not reveal 
the underlying content [18], [19]. By default, such addressing 
operation can be maintained by any kinds of backend storage. 

Therefore, we follow the same assumption and make prior 
cache placement and eviction policies applicable over 
encrypted chunks. For instances, the encrypted chunks can be 
cached on every router along the path from the application 

server to the user [7], or on the router with a fixed probability 
to minimize storage consumption for maximum gains [6]. 
When the chunks are cached, the router will send the location 
information back to the request handler. The above placement 
polices require the routers to cache the chunks actively. At the 

same time, the request handler may further improve the cache 
placement, because it has a global view of chunk distribution. 
For example, some metadata can be appended with each 
chunk for labeling popular chunks [8]. Based on the metadata, 

the request handler can issue the instruction to ask the routers 
to perform chunk replication or replacement passively. In that 
case, the workloads of routers will be effectively balanced. 
When the storage in the router is full, our system can also 

utilize existing strategies for cache eviction. For instances, we 
can apply first-in first-out (FIFO), least-recently used, timeto-
live (TTL) strategies [9]. When the encrypted chunks are 
evicted, the routers are asked to update the information to the 
request handler for consistency. Regarding our proposed RE 

protocol, when some chunks in the manifest are evicted, the 
router will return Null back to the user. In that case, the user 

will be asked to resend the request to the application server. 
Then the application server will generate secure 

fingerprint tokens to the request handler to obtain the latest 
manifest. Recall that when the chunks are placed or evicted, 
the routers will send the feedback to the request handler for 
the update of chunk distribution. After that, if those evicted 
chunks are found in the network somewhere else, they will be 
sent back to the user from the targeted routers. Otherwise, 
they will be downloaded from the application servers. 

Secure video addition and deletion: The video 

content providers may want to add videos to their databases. 

For example, Netflix will periodically import the latest 

movies to its delivery service. To enable video addition while 

preserving the video confidentiality, we introduce two 

approaches for the secure update so that our system can still 

operate correctly. 

 

 
The first is directly rebuilding the index when a batch of 
videos are added. As shown in our experiment, building an 
index with 10 million nyms only takes less than 2 minutes. It 
is suitable for occasional bulk update, and also good for 
normal update. 
     The second approach is tailored to securely update the 
encrypted index when the video content providers introduce a 
few of videos individually. The update operation is designed 
based on the index construction. The procedure of addition is 
presented in Algorithm 3. To add a new video, the fingerprint 

token t and the ciphertext f(pyn k f0g_)_H1(r; j)gm are sent to 
the request handler. Then the two buckets T1[i1], T2[i2] for 
each pyn are scanned. If an empty entry is found after the 
unmasking, the ciphertext will be placed inside directly. 

Otherwise, the pair hP(t; j); (pyn k f0g_)_H1(r; j)i will be 
cached in a temporary associative array A. Accordingly, the 
subsequent video request should also access A for the result. 
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4. RELATED WORK  
      Our proposed systems are related to a number of work (to 
list a few) [6]–[8], [36], [37] on leveraging in-network 

caching for redundancy elimination, i.e., a technique that aims 
to identify and remove redundant network traffic in a 
network. Spring et al. [36] first introduce the notion of 
redundancy elimination (RE) and propose a packet-level RE 
via carefully designed packet fingerprints. Then Anand et al. 

[37] leverage advanced routers with computing abilities to 
design coordinated packet-level RE for the entire Internet. 
Packet-level RE is protocol independent, but they do not cope 
well with encrypted traffic, e.g., only 4% saving shown by 

Spring et al. [36]. 
 

On the other hand, Perino et al. [7] apply the idea of 
redundancy elimination to ICN via content fingerprints. 
Psaraset al. [6] present a probabilistic algorithm to distribute 
the content cache along the path for the reduction of cache 

redundancy. To further improve the content-based RE, 
Chandaet al. [8] utilize a centralized controller inspired from 
SDN for global cache management. However, those studies 
deal with the in-network caching in the plaintext domain. 
They do not consider the problems on content security and 

privacy when the content is allowed to be cached in the 
network.  
There exists some related work [12], [14], [25], [26] on secure 

video delivery and access control protocols for encrypted 
videos. Wu et al. [25] propose attribute-based access control 

on encrypted scalable video coding (SVC) videos in cloud 
based content sharing networks. The above designs consider 

the video confidentiality, but they do not provide solutions to 

leverage encrypted in-network caching for secure and 
efficient video delivery. Misra et al. [12] present an access 

control scheme in ICNs via broadcast encryption, with its 

specific context in CCN/NDN. We argue that our designs, by 
assuming only the request handler and cache enabled routers, 

can be more flexibly deployed in current network architecture 
as well as these future Internet proposals. In other work [11], 

[13], the vulnerability is investigated in existing content 

delivery networks (CDNs). Liang et al. [13] reveal the 
security issues with the current HTTPS adapted by CDN 

providers. They observe that the ways of delegating the 

certificates of content providers to CDNs are not secure. 
Angius et al. [14] show that the popular content can be stored 

in the network for an unlimited time. Thus, it is unsafe since 
the revoked users can still access such content. 
 

Our proposed secure RE protocol leverages a 
cryptographic building block, i.e., searchable symmetric 
encryption (SSE). There exists a line of work [18], [19], [32] 
(to list a few) to design secure and efficient search schemes 
over encrypted data. Curtmola et al. [18] formalize the 
security definitions of SSE, and introduce new constructions 

with sublinear search time for non-adaptive security and 
adaptive security against chosen-keyword attacks, and 
Kamara et al. [19] propose a dynamic scheme with operations 
on adding and deleting files. 
 

Recently, Cash et al. [32] design and implement an 
efficient dynamic SSE. Their design tries to handle very large 
scale datasets through data locality and I/O parallelism, when 

the encrypted index cannot be held in the memory. Yet, our 
design pursues space efficiency so that the proposed index can 
easily fit into the main memory on a commodity server even 
for over millions of data items. We note that all the above 
schemes target on different aspects, e.g., security, data 

locality, and different applications, and thus they cannot be 
directly applied to serve our purposes. 

5. CONCLUSION 
 
The system architecture is built on the emerging network 

architectures towards content intensive applications. We 

designed an encrypted and high performance fingerprint 
index, and proposed a secure RE protocol to leverage 

encrypted in-network caching for video delivery without 

knowing the underlying video content and fingerprints. 
Besides, our system also supports encrypted dynamic cache 

management, adaptive video streaming, and one to-many 

access control protocols. We have proven that our system is 
secure against adaptive chosen-keyword attacks. The results 

show that the proposed index processes secure content 
requests with millisecond latency on a commodity server. 

Besides, the proposed RE protocol reduces the video delivery 

time greatly via encrypted in network caching with marginal 
security overheads introduced. The evaluation on a real 

DASH dataset demonstrates that our system adaptively 

delivers encrypted videos with comparable performance to the 
plaintext case. In future, we will consider a more realistic 

scenario to enable authorized content delivery via encrypted 
in-network caches from multiple content providers under their 

own different keys. 
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